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Abstract 

The results of two experiments are presented in which participants engaged in a face-

recognition or a voice-recognition task.  The stimuli were face-voice pairs in which 

the face and voice were co-presented and were either ‘matched’ (same person), 

‘related’ (two highly associated people), or ‘mismatched’ (two unrelated people).  

Analysis in both experiments confirmed that accuracy and confidence in face 

recognition was consistently high regardless of the identity of the accompanying 

voice. However accuracy of voice recognition was increasingly affected as the 

relationship between voice and accompanying face declined. Moreover, when 

considering self-reported confidence in voice recognition, confidence remained high 

for correct responses despite the proportion of these responses declining across 

conditions. These results converged with existing evidence indicating the 

vulnerability of voice recognition as a relatively weak signaller of identity, and results 

are discussed in the context of a person-recognition framework. 
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When the face fits: Recognition of Celebrities from 

Matching and Mismatching Faces and Voices. 

 

In recent years, attention has become focussed on voices as a means of person 

recognition. Indeed, Belin, Bestelmeyer, Latinus and Watson (2011) present the 

intriguing description of voices as ‘auditory faces’ highlighting their importance to 

the process of person recognition. The purpose of the present paper is to explore the 

relative importance of faces and voices through multimodal presentations in which 

faces and voices are matched or mismatched.  This provides a test of the suggestion 

that voices may be weaker, and thus more vulnerable to interference, than faces. 

 

Face and Voice Recognition 

 The literature on voice recognition has grown substantially over the last ten 

years. In terms of its location in the brain, fMRI studies reveal several areas involved 

in voice perception (Gainotti, 2011; Joassin, Pesenti, Maurage, Verreckt, Bruyer & 

Campanella, 2011; Latinus, Crabbe & Belin, 2011; Love, Pollick & Latinus, 2011).  

These areas overlap with, but are separate from, those implicated in face recognition, 

such that prosopagnosic patients who are substantially impaired in face recognition 

nevertheless show a spared capacity for voice recognition (Hoover, Demonet & 

Steeves, 2010). Importantly, this neuropsychological separation has been 

demonstrated in behavioural studies, and it is now well understood that whilst faces 

and voices both contribute to person recognition, they do so via separate parallel 

unimodal pathways, (see Ellis, Jones & Mosdell, 1997). In addition, good evidence 

exists to suggest that the voice pathway may be substantially weaker than the face 

pathway.  
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 Three empirical methods confirm the relative weakness of voice pathways: 

First, the recognisability of a voice has been shown to be inferior to that of a face 

when presented normally, and performance can only be equated when the face is 

substantially blurred (Damjanovic & Hanley, 2007; Hanley & Turner, 2000).  Second, 

the capacity to recall information from a voice cue is demonstrably worse than from a 

face cue.  This applies whether considering episodic information as measured through 

remember/know judgements (Barsics & Brédart, 2011, Damjanovic & Hanley, 2007) 

or semantic information such as occupations or teachers’ subjects (Barsics & Brédart, 

2012; Brédart, Barsics & Hanley, 2009; Hanley & Damjanovic, 2009; Hanley & 

Turner, 2000, see also Damjanovic, 2011).  In addition, there is weaker recollection of 

a name when cued with a familiar voice than when cued with a familiar face, resulting 

in significantly more familiar-only experiences (Ellis et al., 1997; Hanley, Smith & 

Hadfield, 1998; Hanley & Turner, 2000).   

The third method of relevance here is the demonstration of cross-modal 

identity priming between faces and voices.  Cross-modal identity priming is 

demonstrated when the recognition of a face is facilitated by prior exposure to the 

voice, or vice versa.  The results, however, reveal an asymmetry whereby faces prime 

subsequent voice recognition to a greater degree than voices prime subsequent face 

recognition (Stevenage, Hugill & Lewis, 2012, see also Schweinberger, Herholz & 

Stief, 1997). All these results can be accounted for if one considers the voice as a 

weaker input to person recognition than the face.   

Vulnerability of Voice Recognition 

 What follows is the suggestion that if the voice pathway is weaker than the 

face pathway, it may also be more vulnerable to factors that impair processing. The 

results of two studies are relevant, united by a common approach to examine voice 
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recognition under conditions in which interference is present. Stevenage, Howland 

and Tippelt (2011) examined voice recognition and face recognition for previously 

unfamiliar stimuli when participants had been presented with either a single-modality 

input at study (voice only, face only) or a dual-modality input at study (voice and face 

together).  Face recognition remained good regardless of whether the target face was 

studied in isolation or with its accompanying voice. However, voice recognition was 

substantially weakened when the target voice had been studied in the company of its 

face.  These results echoed the findings of Cook and Wilding (1997), and McAllister, 

Dale, Bregman, McCabe and Cotton (1993), and demonstrate what has become 

known as the face overshadowing effect. 

 In a similar vein, the results of Schweinberger and colleagues are relevant.  

They used audiovisual integration (AVI) to explore the impact of multimodal face-

voice presentations on subsequent voice recognition.  Across three studies, voice 

recognition was facilitated when face and voice belonged to the same person and were 

presented in (near-) synchrony. However, when the voice was paired with a non-

corresponding face, a significant cost was evident in terms of voice recognition 

whether accuracy (Robertson & Schweinberger, 2010; Schweinberger, Robertson & 

Kaufmann, 2007) or ERP recordings (Schweinberger, Kloth & Robertson, 2011) were 

examined.  Whilst the authors use these results to reflect the need for temporal 

contiguity or near-contiguity in the presentation of faces and voices, they are also 

useful in speaking to the issue of interference.  In this regard the face has the capacity 

to improve voice recognition when paired with its associated voice, but has the 

capacity to interfere when paired with a non-corresponding voice. 

 The value of these studies is that they have enabled systematic exploration of 

the prediction that voice recognition is more vulnerable to interference than face 
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recognition.  Interestingly however, if we take the predictions of an IAC-like 

computational framework (Burton, Bruce & Johnston, 1990), then the identity of the 

(interfering) face becomes important and a sequence of predictions can be made:  

First, if the face has the same identity as the target voice, facilitation would be 

predicted, and this prediction rests on the identity priming results of Stevenage et al., 

(2012) and the AVI results of Schweinberger and colleagues when face and voice 

correspond.  Second, if the face has an identity unrelated to the target voice, 

interference would be predicted, and this rests on the AVI results of Schweinberger 

and colleagues when the face and voice do not correspond.  A third, and as yet 

untested, condition exists when the face depicts a person who is semantically related 

to the target voice.  In this condition, an intermediate level of performance may be 

predicted.  This rests on the assumptions of semantic priming (see Bruce & Valentine, 

1986; Schweinberger, 1996; Wiese & Schweinberger, 2008) in which the presentation 

of one individual facilitates the subsequent recognition of another semantically 

associated individual.  The present paper reports on two studies which explore 

performance in all three conditions both when accompanying voices are varied in a 

face recognition task, and when accompanying faces are varied in a voice recognition 

task. 

Experiment 1: Method 

Design 

A 2 x 3 mixed design was used in which the stimulus type at recognition (face, voice) 

was manipulated between-participants, and the trial type, denoting the relationship 

between the face and voice in a pair (‘matched’, ‘related’, ‘mismatched’), was 

manipulated within-participants.  Participant accuracy, confidence, and the pattern of 

errors when naming from the face or the voice represented the dependent variables. 
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Participants 

A total of 36 participants (15 males) took part in return for a small monetary reward 

or for course credit.  Ages ranged from 19 to 47 years (M = 26.4 years, SD = 6.39), 

and all participants self-selected on the basis of a good awareness of individuals 

within the current television, film and media contexts.  Participants were randomly 

assigned to the face-recognition or the voice-recognition task, and all had normal, or 

corrected-to-normal, hearing and vision. 

Materials 

Stimuli consisted of the faces and voices of 18 highly related same-sex celebrity 

target pairs together with the faces and voices of 6 unrelated celebrities.  The celebrity 

pairs were selected on the basis of 7 judges’ ratings in which individual familiarity (1 

= unfamiliar, 7 = highly familiar) and the association between the pair (1 = not 

associated, 7 = highly associated) were evaluated.  All individuals scored a minimum 

mean familiarity rating of 5 (out of 7), and all pairs scored a minimum mean 

association of 5 (out of 7).  The 18 pairs were divided into three sets of 6, matched for 

familiarity (Means = 6.25 (SD = .75), 6.43 (SD = .68), 6.17 (SD = .61): F(2, 33) < 1, 

ns) and association (Means = 6.36 (SD = .64), 6.29 (SD = .58), 6.17 (SD = .68): F(2, 

15) < 1 , ns).  

 Faces: All faces were depicted as static images obtained from the Internet, 

showing the celebrities in full-frontal pose, with a natural expression, and free from 

paraphernalia.  The images were edited using Corel PhotoPaint v4 to standardise for 

size, rotation in the picture plane, and presentation as greyscale images.  Images were 

presented within a white square measuring 7 x 7 cm and the face itself measured 

approximately 4cm high x 3cm wide.   
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 Voices: The voices were obtained as audio tracks extracted from YouTube 

streams.  Care was taken to ensure that the content of speech did not reveal the 

identity of the speakers. In particular, the speech clips did not make reference to 

occupation, co-presenters, or identity-specific details, and contained no background 

noise or theme-tunes that could reveal identity.  In this way, the voice stimuli 

conformed to the standards set by van Lanker, Kreiman and Emmorey (1985) and 

Schweinberger et al. (1997). With these measures, identity was effectively removed, 

as confirmed by the fact that a different set of 8 judges could not identify the speakers 

from a transcript of the speech clip.  All speech clips were edited within Audacity 

1.2.6 to provide an 8 second clip of uninterrupted speech. 

 Co-Presentations: Face-Voice co-presentations were constructed for face 

recognition so that each of the 18 target faces was presented along with (i) their own 

voice [‘matched’], (ii) the voice of their semantically associated partner [‘related’], 

and (iii) the voice of a familiar but unrelated celebrity of the same gender 

[‘mismatched’]. For example, the face of  British TV presenter ‘Ant’ was either 

paired with his own voice, the voice of his co-presenter ‘Dec’, or the voice of an 

unrelated celebrity such as ‘Hugh Grant’. Similarly, voice-face co-presentations were 

constructed for voice recognition so that each of the 18 target voices was presented 

along with (i) their own face [‘matched’], (ii) the face of their semantically associated 

partner [‘related’], and (iii) the face of a familiar but unrelated celebrity 

[‘mismatched’]. Each target celebrity was presented either as a face or as a voice for 

each participant, and was presented only once, to avoid any inadvertent cross-trial 

priming effects. This resulted in 6 identical trials, 6 related trials, and 6 unrelated 

trials for each participant. Across participants, however, all targets were presented in 

each experimental condition according to a Latin Square design.  
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 The presentation of stimuli was synchronised, and data were recorded, within 

SuperLab 2.1, with stimuli presented via a 19” computer monitor with a screen 

resolution of 1024 x 768 pixels, and a viewing distance of approximately 60 cm.  

Voices were audible via the computer speakers and testing was completed within a 

quiet cubicle environment to minimise background noise. 

Procedure 

A series of online instructions prepared participants for trials in which a facial image 

was co-presented with a voice.  Participants were directed to recognise either faces or 

voices, and a practice phase of 6 (non-repeated) trials enabled the participants to 

orient to their task.   

 Following this, participants were presented with a series of 18 trials, 

consisting of a randomised sequence of 6 ‘matched’, 6 ‘related’, and 6 ‘mismatched’ 

face-voice pairs. Participants were encouraged to look at, and listen to, the stimuli as 

‘both modalities may help to inform [their] decision’.  The experimenter noted the 

participant’s response, together with any identifying characteristics in the event that 

explicit naming did not occur.   

 After each (face or voice) decision, participants rated their confidence, using a 

7 point rating scale (1 = not at all confident, 7 = highly confident).  They also 

indicated their familiarity with the target face or voice for that trial, again using a 7 

point rating scale (1 = do not know this person, 7 = highly familiar).  Finally, 

participants were probed on all instances where a ‘1’ was provided, and trials were 

removed from further analysis when the target individual was truly unknown rather 

than being known but not recognised. All other trials remained for analysis. The entire 

experiment lasted no more than 15 minutes, after which participants were thanked and 

debriefed. 
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Experiment 1: Results and Discussion 

 Data were removed from all subsequent analyses in cases where the post-

experimental check indicated that the target was not recognised.  This occurred on a 

case-by-case basis, resulting in the loss of data for 69/648 trials (11%) across the 

whole dataset, with most of these instances reflecting a failure to recognise from the 

voice (53/69) rather than the face. 

 

Accuracy of Face- and Voice-Recognition 

Table 1 summarises the accuracy of face and voice recognition across ‘matched’, 

‘related’ and ‘mismatched’ trials. Analysis by means of a 2 (stimulus type) x 3 (trial 

type) mixed Analysis of Variance (ANOVA) revealed a significant main effect of 

stimulus type (F(1, 34) = 21.13, p < .001, η2 = .383) with performance being better 

when recognising faces than voices.  In addition, there was a significant main effect of 

trial type (F(2, 68) = 11.59, p < .001, η2 = .254) with performance being best in the 

‘matched’ condition, and worst in the ‘mismatched’ condition.  These effects were 

qualified by a significant interaction between stimulus type and trial type (F(2, 68) = 

16.23, p < .001, η2 = .323) and post-hoc contrasts confirmed this to be due to the 

absence of an effect of trial type when recognising faces (F(2, 34) < 1, ns), but a 

significant effect of trial type when recognising voices (F(2, 34) = 20.40, p < .001, η2 = 

.545).  In particular, when recognising voices, a significant decline was evident 

between ‘matched’ and ‘related’ trials (t(17) = 3.95, p < .001) and again between 

‘related’ and ‘mismatched’ trials (t(17) = 3.04, p < .01).  

(Please insert Table 1 about here) 

Pattern of Errors 
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Given the differences in accuracy above, performance across the trial types was 

examined more closely, through analysis of the pattern of errors.  Errors were 

classified here as being the inappropriate report of the name of either an associated 

person (‘associated’ error), or a non-associated but familiar person (‘non-associated’ 

error), or a failure to provide a name (or any identifying details) for an otherwise 

familiar target (‘don’t know’; error). The proportion of each error type within each 

trial type is shown in Table 1. 

 Analysis by means of a 2 (stimulus type) x 3 (trial type) x 3 (error type) mixed 

ANOVA revealed a significant effect of stimulus type (F(1, 34) = 21.13, p < .001, η2 = 

.383), trial type (F(2, 68) = 11.59, p < .001, η2 = .254), and error type (F(2, 68) = 24.18, p 

< .001, η2 = .416) suggesting more errors for voice recognition, and ‘mismatched’ 

trials, and more ‘don’t know’ errors than ‘associated’ or ‘non-associated’ errors.  

Importantly, these effects were qualified by significant interactions between error type 

and trial type (F(4, 136) = 7.47, p < .001, η2 = .180), stimulus type and trial type (F(2, 68) 

= 16.23, p < .001, η2 = .323), and between all three factors (F(4, 136) = 4.25, p < .005, 

η2 =.111).  

 Post-hoc analyses explored the impact of trial type for each error type taken 

separately for faces and voices.  When considering face recognition, the analyses 

suggested no interaction between trial type and error type (F(4, 68) = 1.74, ns). 

Instead, the main effect of error type (F(2, 34) = 6.44, p < .005, η2 = .275) was stable 

across trials and showed a common pattern of more ‘don’t know’ errors than either 

other error type. However, when considering voice recognition, an interaction was 

evident between trial type and error type (F(4, 68) = 7.27, p < .001, η2 = .300).  Post-hoc 

contrasts revealed that the incidence of ‘associated’ errors rose substantially when 

voices were presented with the semantically ‘related’ face (F(2, 34) = 9.74, p < .001, η2 
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= .364) and this most often took the form of participants reporting the identity of the 

accompanying face rather than the identity of the target voice.  In contrast, the 

incidence of ‘non-associated’ errors (F(2, 34) = 11.64, p < .001, η2 = .406) or ‘don’t 

know’ errors (F(2, 34) = 6.47, p < .004, η2 = .276) rose substantially when voices were 

presented with ‘mismatched’. Hence the error types reflected the trial type when 

participants engaged in voice recognition. 

Confidence 

Table 1 summarises self-rated confidence following correct face or voice recognition 

in each of the three trial types.  Given high levels of accuracy in some conditions, 

there were insufficient data pertaining to incorrect decisions to support analysis.  

Consequently, a 2(stimulus type) x 3 (trial type) ANOVA was conducted on 

confidence for correct decisions only.  This revealed a main effect of stimulus type 

(F(1, 29) = 17.23, p < .001, η2 = .373) with confidence being higher when recognising 

faces than voices.  However, there was no main effect of trial type (F(2, 58) < 1, ns), 

and no interaction of stimulus type with trial type (F(2, 58) = 1.08, p > .05).  

Consequently, whilst both confidence and accuracy remained high and unaffected by 

trial type when recognising faces, confidence did not track the changing accuracy 

levels across trial type when recognising voices.   

 Taking these results together, there was support for the prediction that face 

recognition remained unaffected by the nature of the accompanying voice, both in 

terms of accuracy and confidence, however, voice recognition was impaired by the 

presentation of a mismatching face. Moreover, the extent of impairment was predicted 

by the degree of association between voice and face.  One concern, however, in 

accepting these results is the small number of trials contributing to each experimental 

condition.  With only six trials before the exclusion of items, the present results 
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should perhaps be considered indicative. With this in mind, Experiment 2 was 

conducted using a between-participants design enabling all 18 trials to be presented 

within a single experimental condition. In this way, Experiment 2 sought to replicate 

the results of Experiment 1. 

 

Experiment 2: Method 

Design 

An entirely between-participants design was used in which stimulus type at 

recognition (face, voice), and trial type (‘matched’, ‘related’, ‘mismatched’) were 

varied to give six experimental conditions.  As before, participant accuracy, 

confidence and the pattern of errors in the face- or voice-recognition task represented 

the dependent variables. 

Participants 

A total of 101 participants (22 males) took part in return for course credit or a small 

monetary reward.  Ages ranged from 19 to 37 years (Mean age = 20.1 years, SD = 

2.5), and as before, participants self-selected on the basis of a good awareness of 

current television and film celebrities.  Participants were randomly assigned to one of 

six experimental conditions representing either face recognition or voice recognition 

under conditions in which face-voice combinations were ‘matched’ ‘related’ or 

‘mismatched’.  Gender was balanced as far as possible across conditions, and age was 

matched so that it did not differ significantly across stimulus type, trial type, or their 

combination (all Fs < 1.69, ns). Finally, all participants had normal, or corrected-to-

normal, hearing and vision. The allocation of participants to conditions resulted in 51 

participants completing the face recognition task (18 ‘matched’ (3 males, Mean age 

overall = 19.6 years (SD = 1.33)); 18 ‘related’ (6 males, Mean age overall = 20.5 
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years (SD = 3.36)); 15 ‘mismatched’ (3 males, Mean age overall = 20.0 years, (SD = 

2.24))), and 50 participants completing the voice recognition task (16 ‘matched’ (3 

males, Mean age overall = 20.4 years (SD = 3.1)); 17 ‘related’ (2 males, Mean age 

overall = 19.4 years (SD = 1.0)); 17 ‘mismatched’ (5 males, Mean age = 20.2 years 

(SD = 2.8))). 

Materials 

The materials were identical to those used in Experiment One. However, given the 

between-participants design, all 18 face-voice combinations were presented in the 

same format dictated by the participant’s experimental condition. A practical limit 

was placed on the number of trials because the design demanded the use of pairs of 

celebrities who were recognisable from face and voice and who were highly 

associated not merely through co-occurrence but through the nature of their work.  

This said, the provision of the same 18 celebrity pairs here provided comparability 

with the results of Experiment 1, whilst increasing the reliability of the present 

dataset.  

Procedure 

The procedure was identical to that of Experiment One except that each participant 

experienced 18 trials of the same format, according to their experimental condition.   

 

Experiment 2: Results and Discussion 

Given the greater number of trials in each condition, there was less need to 

prevent skew in the data through the removal of items that were not known.  

Performance indicated that some participants in both face recognition and voice 

recognition performed perfectly across all 18 celebrity targets hence the task was 

deemed possible and all data were retained for analysis. 
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Accuracy of Face- and Voice-Recognition 

Table 2 summarises the accuracy of face and voice recognition across the three trial-

types.  Analyses using a 2 (stimulus type) x 3 (trial type) between-participants 

ANOVA replicated the findings of Experiment 1 in all regards.  The main effect of 

stimulus type (F(1, 95) = 64.51, p < .001, partial η2 = .40) indicated better performance 

when recognising targets from their face than from their voice.  The main effect of 

trial type (F(2, 95) = 24.93, p < .001, partial η2 = .34) confirmed that performance was 

best when face and voice ‘matched’ and was worst when face and voice were 

‘mismatched’.  A significant interaction qualified these results (F(2, 95) = 19,16, p < 

.001, partial η2 = .29). Post-hoc analyses confirmed no effect of trial type on face 

recognition (F(2, 51) = 1.60, ns) but a substantial effect of trial type on voice 

recognition (F(2, 50) = 36.25, p < .001, partial η2 = .61). Further Bonferroni-corrected 

pairwise comparisons confirmed a significant decline in performance between 

‘matched’ and ‘related’ trials (t(31) = 2.62, p < .025) and again between ‘related’ and  

‘mismatched’ trials (t(32) = 5.33, p < .001). 

(Please insert Table 2 about here) 

Pattern of Errors 

As with Experiment 1, the pattern of errors in face and voice recognition was 

explored, with errors denoting the incorrect report of an ‘associated’ person, a ‘non-

associated’ person, or a ‘don’t know’ response for an otherwise known celebrity.  The 

proportion of each error type is shown in Table 2. 

Analysis using a 2 (stimulus type) x 3 (trial type) x 3 (error type) between-

participants ANOVA replicated Experiment 1 in all regards.  Specifically, it revealed 

a significant main effect of stimulus type (F(1, 95) = 65.45, p < .001, partial η2 = .49), 
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trial type (F(2, 95) = 25.09, p < .001, partial η2 = .38), and error type (F(2, 190) = 322.1, p 

< .001, partial η2 = .77) suggesting more errors for voice recognition, and 

‘mismatched’ trials, and more ‘don’t know’ errors than ‘associated’ or ‘non-

associated’ errors.  These effects were qualified by significant two-way interactions 

between all variables (Fs > 14.23, p < .001, partial η2 > .23), and a significant three-

way interaction (F(4, 190) = 19.08, p < .001, partial η2 = .29). 

Post-hoc analysis examined the effect of trial type and error type for face and 

voice recognition separately.  When considering face recognition, this revealed a 

significant main effect of error type only (F(2, 96) = 102.8, p < .001, partial η2 = .68) 

with more ‘don’t know’ errors than either other error type.  No other effects reached 

significance.  However, when considering voice recognition, there were clear and 

significant effects of error type (F(2, 94) = 218.03, p < .001, partial η2 = .82) and of trial 

type F(2, 47) = 36.23, p < .001, partial η2 = .61), and a significant interaction between 

both variables F(2, 94) = 25.01, p < .001, partial η2 = .52).  Further analyses confirmed 

this to be due to a rise in ‘associated’ errors for voice recognition in ‘related’ trials 

(F(2, 47) = 11.82, p < .001, partial η2 = .34), and a rise in ‘non-associated’ errors (F(2, 47) 

= 15.24, p < .001, partial η2 = .39) and ‘don’t know’ errors F(2, 47) = 31.42, p < .001, 

partial η2 = .57) for voice recognition in ‘mismatched’ trials. 

Confidence 

As previously, self-rated confidence was explored for correct decisions only, given 

the low incidence of incorrect decisions in some conditions.  Data are summarised in 

Table 2, and a 2 (stimulus type) x 3 (trial type) between-participants ANOVA was 

used to explore the effect of stimulus type and trial type. As in Experiment 1, this 

revealed a significant main effect of stimulus type (F(1, 95) = 12.10, p < .001, partial η2 

= .11) with confidence being higher for face recognition than voice recognition.  
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Neither trial type, nor the interaction of the two variables, reached significance (Fs(2, 

95) < 1.72, ns) confirming the suggestion from Experiment 1 that confidence remained 

stable and high for face recognition, but did not track falling accuracy across trial type 

for voice recognition. 

 Taking all results together, Experiment 2 provided a direct replication of the 

findings of Experiment 1.  The value of Experiment 1 lay in the within-participants 

testing of effects, but this brought with it a concern over the small number of trials in 

each experimental condition.  Experiment 2 addressed this concern using a between-

participants design, replicating all findings. 

 

General Discussion 

The present experiment was designed to enable exploration of face recognition 

when the accompanying voice was varied, and to enable exploration of voice 

recognition when the accompanying face was varied.  The results indicated a high and 

stable level of performance in the face recognition task, which was unaffected by the 

type of voice that accompanied the target face.  This confirmed the prediction that 

face recognition would remain robust even under conditions of potential distraction or 

interference.  In contrast, voice recognition showed quite a different pattern of 

performance across conditions and several aspects of this performance are worthy of 

note.   

 First, it was clear that voice recognition was worse than face recognition as a 

whole, and this reiterated the relative difficulty that we have with voice recognition 

per se.  Second, it was clear that voice recognition performance depended on the type 

of face that the voice was paired with.  More specifically, when face and voice 

represented the same person, performance was optimal, but when face and voice 
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represented different people, the extent of impairment was moderated by their degree 

of semantic relatedness. This confirmed the expectation that voice recognition is 

relatively weak, and hence relatively vulnerable to interference effects, the extent of 

which varied in predictable ways. In accounting for these findings, there may be value 

in reflecting on the mechanisms that underlie these interference effects. Two potential 

explanations may be provided, the first resting on a differential utilisation mechanism, 

and the second resting on an IAC-like framework (see Stevenage et al., 2012).   

In terms of the differential utilisation mechanism, it has been suggested 

previously that faces may be of more value than voices in an identification context. 

Given that faces and voice will often co-occur, and given our evident skill with face 

identification, identity cues in the voice may receive less focus. The result may be the 

development of a relatively weak process for voice identification with attention 

instead given to the semantic content of the voice rather that to its identity-related 

features. In this sense, whilst the face may reveal who someone is, the voice may 

reveal what they want. Against this premise, the voice will provide only a weak cue to 

identity, and one that is easily corrupted by the co-presentation of a conflicting cue 

such as a face. In this regard, the differential utilisation account perfectly explains the 

current results. One might question whether these results arise due to the weakness of 

the voice or the strength of the face as a cue to identity.  Accordingly, it is worth 

remembering that the present results rest on the differential strength of face and voice 

as cues to identity and it is probable that the face would interfere with other (weaker) 

identity cues as well.  

A second explanation for the current results arises from consideration of the 

IAC framework.  This offers a theoretical analysis of single model in which face and 

voice recognition proceed as parallel pathways to support identification. Moreover, it 
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reflects a body of empirical data which indicate that whilst links between a face and 

its identity are strong, the links between the corresponding voice and its identity are 

weaker (see Stevenage et al., 2012). In explicit terms, the face easily activates its 

associated FRU, PIN and subsequently its NAME, hence naming is relatively easy 

from a face.  In contrast, the voice may not so easily activate its associated VRU, PIN 

or NAME.  As a consequence, priming can emerge in principle when the parallel 

opportunity to recognise a face may proceed faster than the more vulnerable task of 

recognising a voice.   

 This potential priming account provides an explanation for all aspects of our 

findings.  First, it accounts for the perhaps surprising observation of equivalent 

performance on face and voice recognition in the ‘matched’ condition (Experiment 1: 

.77 vs .83; Experiment 2: .84 vs .77 respectively).  This sits in contrast with previous 

findings which suggest a relatively poor performance in voice recognition compared 

to face recognition.  However, it is worth remembering that the participants in this 

matched condition were presented with both the face and the voice of a target 

individual and hence two mechanisms could have supported performance.  For 

instance, it is possible that the participants could have based their voice recognition 

performance on the face and thus could have succeeded at the task.  This would be of 

concern because it would indicate that the participants were not following the task 

instructions, or had become confused about which stimulus (face or voice) to attend to 

and report on.  If this was the case, we would have expected to see the identity of the 

face being reported across all trial types.  Whilst this may be indicated in ‘matched’ 

trials (where performance is good) and in ‘related’ trials (where ‘associated’ errors are 

high), it was not the case in ‘mismatched’ trials, casting doubt on this simple 

explanation.  
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 Given this, a second mechanism – priming – may have boosted voice 

recognition in the ‘matched’ trial condition, and this goes to the heart of our reflection 

on the current findings.  More specifically, in situations where the face and voice 

represented the same person, it was possible that the face recognition route facilitated 

activation of the target’s PIN and this (through back-activation) facilitated recognition 

of the target voice (see Hanley et al., 1998).  This fits with previous demonstrations of 

identity priming (Ellis et al., 1997; Schweinberger et al., 1997; Stevenage et al., 

2012).  As a result, voice recognition in this condition was optimised, and may have 

been better than expected if just the voice had been presented to the participant.   

 Exploration of voice recognition performance in the ‘related’ trials invites 

consideration of a different priming type – semantic priming. Indeed, in situations 

where the face and voice represented related people, it was possible that the face 

recognition route facilitated activation of its PIN which, through semantic association, 

facilitated activation of the target PIN and then (through back-activation) facilitated 

recognition of the target voice.  This corresponds with predictions regarding both the 

existence, and the extent, of associative priming (see Stevenage, Hale, Morgan & 

Neil, 2012).  Specifically, whilst semantic priming is possible through the activation 

of shared semantic information, propagation loss through the involvement of more 

links in the network means that the extent of semantic priming is smaller than the 

extent of identity priming. Indeed, performance in the ‘related’ trials was lower than 

that in the ‘matched’ trials. 

 Finally, in situations where the face and voice represented unrelated people, 

no facilitation of the target PIN was possible because neither identity priming nor 

semantic priming mechanisms could operate.  The predicted pattern of performance is 

thus optimal in the ‘matched’ condition, intermediate in the ‘related’ condition, and 
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lowest in the ‘mismatched’ condition.  These predictions are confirmed by the current 

results. 

 Using the above logic, the question may be asked as to why semantic 

relatedness had no significant effect on face recognition.  In this regard, recall that 

face recognition is easier overall than voice recognition. Consequently, whilst these 

priming routes still exist between face and voice modalities, their facilitatory effects 

may not always be evident because recognition can be achieved via the face so easily.  

Thus, within our multimodal co-presentations, face recognition may be completed 

before the priming mechanisms have time to show their influence. 

 The results presented here have also allowed examination of self-rated 

confidence during the face and voice recognition tasks.  The analysis of confidence in 

correct decisions suggested greater confidence when recognising the face than the 

voice, and suggested that participants realised their relative weakness when 

recognising voices (Stevenage et al., 2011).  However, whilst participants may have 

been aware of a general impairment in voice recognition relative to face recognition, 

they were not aware of the vulnerability of voice recognition to interference.  In 

particular, confidence in correct voice recognition remained stable despite the fact that 

accuracy declined overall across conditions.  

The results presented here sit at odds with the results presented by Stevenage, 

Neil et al., (2012) in which confidence in voice recognition tracked accuracy very 

well despite interference.  Interestingly, interference in that task was provided by 

distractor voices being heard between study and test with target voices.  Here, 

however, interference is provided through the simultaneous presentation of faces 

alongside the target voices. The fact that self-rated confidence in our current results 

no longer reflects falling accuracy levels is interesting, and may be indicative of the 
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stronger interference to come from faces (here) than voices (previously). This is in 

keeping with the strong effects noted within the facial overshadowing paradigm per 

se.  Whilst such adissociation of memory and metamemory is not uncommon (see 

Sporer, Penrod, Read & Cutler, 1995),  , in an applied context, it represents a concern 

and suggests caution in accepting self-rated confidence as a post-dictive indication of 

accuracy.   

In summary, the present results have allowed a test of the prediction that the 

relative weakness of voice recognition would render it more vulnerable to interference 

compared to face recognition.  This prediction was supported.  Additionally, the 

extent of interference was seen to depend on the type of interference.  These results 

reiterate a note of caution in accepting voice recognition in an applied context, and in 

being led by self-rated confidence as an indication of accuracy. 
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Table 1: Proportion of correct decisions, and error types on a face and voice 

recognition task in Experiment 1, together with self-rated confidence for correct 

decisions (out of 7) across ‘matched’, ‘related’ and ‘mismatched’ trials. (Standard 

deviations are shown in parentheses.) 

  

‘Matched’ 

 

‘Related’ 

 

‘Mismatched’ 

 

Face Recognition 

Accuracy 

‘Associated’ Errors 

‘Non-Associated’ Errors 

‘Don’t Know’ Errors 

 

Confidence 

 

 

.77 (.19) 

.05 (.08) 

.02 (.05) 

.16 (.18) 

 

6.56 (.62) 

 

 

.82 (.16) 

.05 (.10) 

.02 (.05) 

.11 (.15) 

 

6.24 (.52) 

 

 

.82 (.18) 

.01 (.04) 

.06 (.10) 

.11 (.17) 

 

6.38 (.62) 

 

Voice Recognition 

Accuracy 

‘Associated’ Errors 

‘Non-Associated’ Errors 

‘Don’t Know’ Errors 

 

Confidence 

 

 

.83 (.18) 

.04 (.12) 

.00 (.00) 

.13 (.17) 

 

5.44 (.93) 

 

.62 (.23) 

.13 (.12) 

.04 (.08) 

.22 (.19) 

 

5.45 (1.15) 

 

.36 (.28) 

.00 (.00) 

.24 (.27) 

.40 (.20) 

 

5.79 (.99) 
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Table 2: Proportion of correct decisions, and error types on a face and voice 

recognition task in Experiment 2, together with self-rated confidence for correct 

decisions (out of 7) across ‘matched’, ‘related’ and ‘mismatched’ trials. (Standard 

deviations are shown in parentheses.) 

  

‘Matched’ 

 

‘Related’ 

 

‘Mismatched’ 

 

Face Recognition 

Accuracy 

‘Associated’ Errors 

‘Non-Associated’ Errors 

‘Don’t Know’ Errors 

 

Confidence 

 

 

.84 (.12) 

.00 (.01) 

.00 (.01) 

.16 (.11) 

 

6.46 (.50) 

 

 

.76 (.16) 

.01 (.02) 

.00 (.00) 

.23 (.14) 

 

6.42 (.58) 

 

 

.79 (.12) 

.03 (.04) 

.01 (.03) 

.17 (.10) 

 

6.26 (.82) 

 

Voice Recognition 

Accuracy 

‘Associated’ Errors 

‘Non-Associated’ Errors 

‘Don’t Know’ Errors 

 

Confidence 

 

 

.77 (.15) 

.02 (.03) 

.00 (.01) 

.21 (.14) 

 

6.13 (.73) 

 

.60 (.21) 

.07 (.06) 

.01 (.02) 

.32 (.20) 

 

5.58 (1.45) 

 

.29 (.11) 

.01 (.02) 

.09 (.08) 

.61 (.11) 

 

5.50 (1.17) 

 

 


