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Abstract: Knowledge Management (KM) as a field of study in the social technology space is driven 
both by the practical needs of organisations and interactions between related broad areas including 
cognitive sciences, information sciences, economics and management sciences (Suresh et al. 2006). 
Technologies play a key role in delivering and supporting KM services, and this paper will focus on 
knowledge discovery in relation to the process of knowledge creation in the industrial setting. As a 
subset of Knowledge Discovery in Databases (KDD), data mining has been defined as the "nontrivial 
extraction of implicit, previously unknown and potentially useful information from data". Two strands of 
KM are identifying existing knowledge and creating new knowledge – data mining offers organisations 
the facilities to discover, organise, check and analyse their body of knowledge. Data Mining (DM) 
tools use data to build a model of the real world and the result of this modelling is a description of 
patterns and relationships in data, which can be used in pursuit of the primary data mining goals, i.e. 
prediction and description. Describing patterns and relationships in a complex dataset can provide the 
knowledge that guides future business actions. There are a range of data mining techniques for 
dealing with large-scale databases and sophisticated algorithms are incorporated into commercial 
software. This paper brings together some existing frameworks and schemes to present a set of 
criteria for DM tools with the aim of assisting industrial users and researchers in the selection process. 
PolyAnalyst from Megaputer Intelligence is used as a case study here to highlight the approach to 
evaluation of functionality and usability in the context of the particular business goal. 
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1. Introduction  

Knowledge Management is not readily amenable to precise and simple definition. One popular and 
widely-used approach is to think of Knowledge Management (KM) in terms of four components which 
include the: (1) nature of the organisation’s culture (and people); (2) content of the organisation, e.g. 
data, information and collective (human) experience; (3) processes that are used to collect, manage 
and disseminate information, and the (4) technology infrastructure (e.g. hardware, software and 
networks). However, while it is said that knowledge management cannot live with technology (i.e. 
keep up with it), KM cannot live without technology either.  

To help better understand the various roles of IT in KM, Handzic et al. (2005) proposed a typology of 
KM technologies including seven categories – knowledge storage, knowledge search/retrieval, 
knowledge delivery/sharing, knowledge discovery and visualisation, knowledge utilisation, knowledge 
platform and knowledge access. Based on both applications and technologies, Tsui (2003) suggested 
a framework of KM software including nine categories – search, meta/web crawler, process modelling 
and mind mapping, case-based reasoning, data and text mining, taxonomy/ontological tools, 
groupware, measurement and reporting, and e-learning.  

Knowledge Discovery in Databases (KDD) represents one of the key KM technologies here and data 
mining in particular is an important area of growth in applications software. The applications often 
require complex and sophisticated algorithms to discover the inherent knowledge within data. There is 
a range of software available on the market, or for free download, and they differ in relation to the 
tasks they can achieve and the domains to which they apply. Tasks well suited to data mining include 
prediction, classification, clustering and description. Data mining adds value to the explicit body of 
knowledge by extracting information from unorganised and extremely large data sources. 

Having given a brief summary perspective of knowledge management above, the role of technology in 
KM is introduced in section 2. There is a particular focus on knowledge discovery through data mining 
techniques in section 3 and criteria are presented for evaluating data mining tools in section 4. The 
PolyAnalyst system is selected as a case study to illustrate the value of data mining, both for deriving 
and delivering “actionable knowledge” to business. The paper then draws to a close by making brief 
conclusions and indicating future research directions. 
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2. Knowledge Management and its Technology 

As defined by the Australian Standards for Knowledge Management (AS 5037-2005), KM can be 
considered to range across culture, content, process and technology: 
• Culture: Knowledge management is seen by many as a people issue. An organisation’s primary 

focus should be on developing a knowledge-friendly culture and knowledge-friendly behaviour 
among its people. This should be based on the condition and availability of the content of the 
organisation, supported by the appropriate processes and potentially enabled through technology. 

• Content: Data, information, skills and expertise can be thought of as the “content” resources of 
the organisation. The nature, amount, format, quality and accessibility of these resources 
contribute to their value. A critical function of KM is to use tacit knowledge to help manage and 
create explicit knowledge, and to build yet more tacit knowledge. 

• Processes: Knowledge management consists of a dynamic and continuous set of processes and 
practices, such as the five-step knowledge evolution cycle by Wiig (2000), the four sub-processes 
scheme by Alavi and Leidner (2001), or the three sub-processes classification by Grover and 
Davenport (2001). Alavi and Leidner note that the difference between classification schemes lies 
mainly in terms of the number and labelling of processes rather than the underlying concepts. 

• Technologies: KM can be supported and enabled by technology in two main ways. It can provide 
the means for people to organise, store and access explicit knowledge and information, such as 
in electronic libraries or best practice databases. It can also help to connect people with people so 
that they can share tacit knowledge, such as through social networks, groupware or video- 
conferencing. 

In this way, it can be seen that knowledge management is not a technology discipline, but 
technologies play a key role in delivering and supporting KM services. Based on the distinction of KM 
processes suggested by Alavi and Leidner (2001) – i.e. knowledge storage/retrieval, knowledge 
sharing/transfer, knowledge creation and knowledge application processes – Tsui (2003) proposed a 
typology of KM technologies (see Table 1).  
 
Table 1: A typology of KM technologies 

Category KM Process Purpose Example 

Knowledge 
storage 
technologies 

Knowledge 
storage 

To store organisational 
knowledge and enhance 
organisational memory 

Knowledge repositories, databases, 
text-bases, data warehouses, data 
marts 

Knowledge 
access 
technologies 

Knowledge 
storage 

To improve access to 
knowledge and facilitate 
knowledge transfer 
among individuals 

Knowledge maps, knowledge 
directories, yellow pages 

Knowledge 
search/retrieval 
technologies 

Knowledge 
retrieval 

To locate internal/external 
knowledge and to 
improve access to 
knowledge resources 

Search engines, intelligent agents 

Knowledge 
delivery/sharing 
technologies 

Knowledge 
transfer 

To deliver the right 
knowledge to the right 
person at the right time 

E-mail systems, electronic bulletin 
boards, whiteboards, electronic 
forums, videoconferencing, voice 
mail, groupware 

Knowledge 
discovery and 
visualisation 
technologies 

Knowledge 
creation 

To uncover hidden 
patterns and extract new 
knowledge 

Data mining, statistical tools, 
graphical representation, simulation 

Knowledge 
utilisation 
technologies 

Knowledge 
application 

To facilitate knowledge 
integration and 
application 

KM systems, workflow systems, 
expert systems, rule induction, 
decision trees 

Platform 
technologies 

All Multiple purposes: can be 
used to support any or all 
of the KM processes 

Internet, intranet, extranets, portals 

There are seven categories in the typology, and many technologies currently in use that facilitate and 
support KM can be classified based on which knowledge process they support and what objective 
they aim to achieve (Alavi et al. 2001).  



 
 

3. Knowledge Discovery and Data Mining 

Among knowledge management technologies, there are an increasing number of tools aimed at 
supporting the creation of knowledge, that is Knowledge Discovery – it is used in the knowledge 
creation process to analyse raw data, with the objective of identifying or uncovering hidden patterns 
and extracting new knowledge (Handzic et al. 2005). Data mining is one of the knowledge discovery 
technologies that analyses data in extremely large datasets, and looks for trends and patterns which 
can then be used to improve organisational processes.  

Knowledge discovery is an interdisciplinary area focusing upon methodologies for extracting useful 
knowledge from data. The process of knowledge discovery is shown in Figure 1 (Witten et al. 2005). 
Data Mining and Knowledge Discovery in Databases (KDD) are often used synonymously but, in fact, 
data mining is a subset of KDD – one way to refer to this wider context of data mining is to include 
data mining as part of the broader process of knowledge discovery. 
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Figure 1: Knowledge discovery process 

Data mining uses machine learning, statistical and visualisation techniques to discover and present 
knowledge in a form which is easily comprehensible to humans. The two "high-level" primary goals of 
data mining, in practice, are prediction and description (Fayyad et al. 1996). Prediction involves using 
some variables or fields in the database to predict unknown or future values of other variables of 
interest. Description focuses on finding human-interpretable patterns describing the data.  

One branch of data mining is pattern discovery, where the goal is to extract potentially interesting 
patterns from data (Hand 2002; Mannila 2002) for subsequent evaluation. In general, there are many 
kinds of patterns (i.e. knowledge) that can be discovered from data. For example, association rules 
can be mined for market analysis; classification rules can be found for the construction of accurate 
classifiers in finance; clusters or outliers can be identified for customer relationship management. 

Sequential patterns mining is an important pattern discovery technique that aims to find the 
relationships between occurrences of sequential events and to find if there are any specific orders 
within these occurrences (Agrawal et al. 1995). It has been extensively studied in the literature and Lu 
et al. (2008) proposed a novel data mining method for sequential patterns post-processing. 

Data mining is currently a major research topic of KDD and the techniques have already been applied 
in many fields such as banking, marketing and telecommunications. An obvious reason for this lies in 
the fact that there are massive amounts of data collected and stored in computers over several years 
by various businesses and organisations. For example (Han et al. 2001), telecommunications and 
credit card companies are two of the leaders in applying data mining to detect fraudulent use of their 
services. Insurance companies and stock exchanges are interested in applying this technology to 
reduce fraud. Medical applications and bioinformatics are other fruitful areas: data mining can be used 
to predict the effectiveness of surgical procedures, medical tests or medications. The pharmaceutical 
industry is also mining large databases of chemical compounds and genetic material to discover 
substances that might be candidates for development as agents for the treatment of diseases. 



 
 

4. Data Mining Tools Evaluation 

Data mining software can be separated into two groups: data mining (DM) tools and applications 
software. DM tools provide a number of techniques that can be applied to almost any business 
problem. DM applications software, on the other hand, embeds techniques inside an application 
customised to address a specific business problem. We introduce criteria for DM tools evaluation and 
use the PolyAnalyst tool as a case study with student records from Southampton Solent University.  

4.1 DM Tools Criteria 

Since no two organisations or data sets are alike, no single approach delivers the best results for 
each application area – DM tools offer flexibility through a combination of techniques to improve 
predictive accuracy and decision making – see SPSS: Data Mining Improves Decision 
Making, http://www.spss.com/data_mining/?gclid=CM2ywJfyuZICFQkiQgod7lSXcQ. 

There is no “best” software, i.e. no best data mining software for everyone. The most useful tool is 
that which facilitates well the greatest number of tasks in the specific DM applications performed by 
particular organisations. DM tools evaluation can have a different emphasis depending on (e.g.) which 
knowledge discovery process the software supports, what objective it aims to achieve, which 
technology is involved, etc.  

Twenty criteria for evaluating data mining tools have been proposed by King et al. (1998). These 
criteria can be put into five categories: Capability, Learnability, Interoperability, Flexibility and 
Accuracy, and fourteen desktop tools were evaluated. Collier et al. (1999) put forward a framework for 
evaluating DM tools and a methodology for applying the framework was described based on 
Performance, Functionality, Usability and Ancillary Task Support. Giraud-Carrier and Povel (2003) 
proposed a standard schema for the characterisation of DM tools to meet business requirements 
which, at the top level, was defined by Business Goal, Model Type, Process-dependent Features, 
User Interface Feature, System Requirements and Vendor Information.  

This paper brings together the above resources to present the general DM tools criteria below in 
Figure 2, which aim to assist industrial users and researchers in the tool selection process.  

 

Figure 2: DM tools criteria 

• Functionality is the inclusion of a variety of capabilities, techniques and methodologies for data 
mining. This helps assess how well the tool will adapt to different data mining problem domains. 

• Usability is about how easy a data mining tool is to learn and use for different levels and types 
of users, without loss of functionality or usefulness (Collier et al. 1999).  

• Flexibility represents the ease with which DM tools can alter critical guiding parameters or 
enable creation of a customised environment (King et al. 1998).  

• Business Goal is about what types of business problem the tool can solve and whether it will 
help to achieve the goals of the organisation (Giraud et al. 2003). 

There have been several papers and reports which have compared commercial data mining tools, 
especially from software vendors, but here we select just one tool to highlight some of the criteria in 
Figure 2. 

http://www.spss.com/data_mining/?gclid=CM2ywJfyuZICFQkiQgod7lSXcQ


 
 

4.2 DM Tools Case Study 

Megaputer Intelligence, http://www.megaputer.com/index.php, provide the PolyAnalyst tool for data, 
text and web mining which covers the data analysis life cycle from data importing, cleaning and 
manipulation to modelling, scoring, reporting and visualisation. It offers a selection of algorithms for 
automated analysis of text and structured data, and has been chosen as a case study in this paper to 
explain the criteria. Table 2 highlights the Functionality of PolyAnalyst, while the example which 
follows using Southampton Solent student records demonstrates its Usability and useful range of data 
analysis techniques, giving results from a Clustering algorithm and a sample of data visualisation. 

Table 2: Case study – PolyAnalyst functionality vs. DM tools criteria 

Criteria PolyAnalyst Functionality 

Importing data Data read directly from CSV files, Excel spreadsheets, ODBC, OLE DB, flat files or 
SAS data files; it can also read text from HTML, Word and PDF files.  

Pre-
processing 

Includes transformation tools for cleaning, filtering and modifying values. For 
example, merge together multiple tables into a single table, filter out unwanted 
columns, add new columns, filter out unwanted rows, split the data into subsets 

Algorithms 
included 

• General (Discriminate, Factor Analysis, Summary Statistics) 
• Association (Link Analysis, Market Basket Analysis) 
• Classification (Classify, Clustering, Decision Forest, Decision Tree) 
• Predictive Analysis (Find Laws, Stepwise Linear Regression, Memory-based 

Reasoning, PolyNet Predictor) 
• Text Analysis (Link Terms, Taxonomy Categoriser, Text Analysis, Text 

Categorisation, Text De-repeater, Text OLAP) 
Output reports Containing charts, tables and other information to present results of data analysis 
Model 
exporting 

Dashboard enables users to access and view reports; interact with charts, drill down 
and view datasets; print reports, and publish to Microsoft Word or a webpage 

Data 
visualisation 

Histograms, Pie, Plot, Line Chart, Link Chart, Snake Chart, Trend Graph and Bar 
Chart 

Figure 3 shows the main PolyAnalyst Analytical Client interface, where the Node Panel is located 
along the left-hand side and contains an organised hierarchy of the various nodes. Data Sources is 
used for importing data while Column Operations, Row Operations and Table Operations are for pre-
processing data. Data Analysis is used for data analysis, modelling and exploration; Text Analysis is 
for natural language processing; and Charts for data visualisation. 

 

Figure 3: PolyAnalyst main interface with Solent source data 



 
 

The sequence and set of nodes created on the Flowchart above represents the particular project. The 
Solent student records test began with the Data Sources node using a CSV file and then the Column 
Operations node performed pre-processing, removing unused columns. There were three data mining 
algorithms (i.e. three data analysis nodes) used in this project: Factor Analysis was used to determine 
relationships between variables as well as to reduce the number of variables for consideration in later 
analyses; Clustering aimed to identify groups of records in the dataset that were similar between 
themselves, but very different from the rest of the data; while Decision Tree was used to develop a 
predictive model, i.e. a mapping from observations about an item to conclusions about its target value. 

Clustering is useful in data mining for finding anomalous records, subsets of similar records and 
significant features determining similarity. Figure 4 shows the output of a Clustering application based 
on Solent student records, using Gender, CATS Passed, RegionFirst, Age at Course Start and 
OverRegion as predictors. CATS stands for Credit Accumulation and Transfer System and students 
achieve CATS credits while studying at a UK university, with 120 credits to be passed at each level. 
The RegionFirst attribute corresponds to entry level in one of three regions, with Region 1 here being 
the highest entry level in A level or equivalent points and Region 3 being the lowest in terms of 
traditional qualifications. Age at Course Start is self-explanatory, while OverRegion is the region to 
which students progress as a result of gaining CATS credits throughout each stage of their course. 

 

Figure 4: Clustering algorithm with Solent student records 

By opening the view of the Clustering node and navigating to the Clusters tab, we can see the three 
clusters and the cluster size (the number of records in each cluster) in the top-left table above. The 
cluster sizes are 3,856, 328 and 2,302 respectively. On the right there are details about the current 
selected cluster (the second one in Figure 4). Some general statements are made about the dataset, 
e.g. the Mean of the students’ age when they started the course is older than expected for Cluster 2, 
with half of the students in Region 2 (partial success) for their RegionFirst. However 77% of them 
went up to Region 1 (success) for their OverRegion after one year of study.  

By interpreting the cluster report further, the output can be split into 3 datasets and each one treated 
separately – see the three cluster nodes in the Flowchart of Figure 3 – graphs can then be generated 
to show the differences among the clusters. Figure 5 visualises the OverRegion for Cluster 2 using a 
Plot node. It can be seen from the clustering that there is a large representation of older students in 
Region 1 here, with relatively high CATS credits in their first year from low A level points on entry. We 
could conclude as a result that a useful Business Goal for the university would be to recruit more 
mature students with non-traditional qualifications. 



 
 

 

Figure 5: Scatter plot for Cluster 2 

5. Conclusion  

One of the benefits sought by the use of knowledge management is “knowing what we know” and 
data mining offers a practical approach for knowledge discovery in large databases. With the 
increased use of database technology for critical data, longitudinal analysis may offer real insight into 
understanding change and the study of fields such as epidemiology through the identification of real 
linkage between facts too disparate for direct analytical inference. 

This paper starts with a brief overview of KM and its technology, aimed at giving a perspective on 
some of the technologies currently available. Data mining is a key element of the knowledge creation 
process, and various tools can be found on the market or for free download. A set of criteria is 
presented to assist in the selection of DM tools and a specific product called PolyAnalyst is introduced 
as a case study, to demonstrate functionality and usability in particular. The purpose of the criteria is 
not only to provide a framework for the evaluation of DM tools, but also to highlight what knowledge 
discovery technologies can do in the context of business goals. 

The case study uses Solent student records as an example data source to test the reach of a DM tool 
like PolyAnalyst in satisfying the criteria. The user interface is illustrated and a Clustering algorithm is 
deployed to throw light on whether there are certain types of students that improve during their course. 
There are several risk factors associated with student recruitment and retention, and it is gratifying to 
share the evidence in this case that there is a real value-added experience for mature students with 
non-traditional qualifications. With retention being such a challenge in modern universities, it is useful 
to benefit from this knowledge to inform strategy for student recruitment. 

Future work includes further exploring PolyAnalyst and evaluating other DM tools against the criteria, 
while using real and extremely large data sources to shed new light on industrial problems. 
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